
spcl.inf.ethz.ch

@spcl_eth

MACIEJ BESTA, TORSTEN HOEFLER

Accelerating Irregular Computations with Hardware 

Transactional Memory and Active Messages



spcl.inf.ethz.ch

@spcl_eth

LARGE-SCALE IRREGULAR GRAPH PROCESSING



spcl.inf.ethz.ch

@spcl_eth

ÁBecoming more important [1]

LARGE-SCALE IRREGULAR GRAPH PROCESSING

[1] A. Lumsdaine et al. Challenges in Parallel Graph Processing. Parallel Processing Let. 2007.



spcl.inf.ethz.ch

@spcl_eth

ÁBecoming more important [1]
ÁMachine learning

LARGE-SCALE IRREGULAR GRAPH PROCESSING

[1] A. Lumsdaine et al. Challenges in Parallel Graph Processing. Parallel Processing Let. 2007.



spcl.inf.ethz.ch

@spcl_eth

ÁBecoming more important [1]
ÁMachine learning

ÁComputational science

LARGE-SCALE IRREGULAR GRAPH PROCESSING

[1] A. Lumsdaine et al. Challenges in Parallel Graph Processing. Parallel Processing Let. 2007.



spcl.inf.ethz.ch

@spcl_eth

ÁBecoming more important [1]
ÁMachine learning

ÁComputational science

ÁSocial network analysis

LARGE-SCALE IRREGULAR GRAPH PROCESSING

[1] A. Lumsdaine et al. Challenges in Parallel Graph Processing. Parallel Processing Let. 2007.
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Á HTM works fine for single shared-memory domains

ÁMost graphs fit in such machines [1]

Á However, some do not:

ÁVery large instances

ÁRich vertex/edge data

Á Fat nodes with lots of RAM still expensive ($35K for a 

machine with 1TB of RAM [1])

[1] Y. Perez et al. Ringo: Interactive Graph Analytics

on Big-Memory Machines. SIGCOMMô14.
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setting?
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Memory

Process p

Process q

Handler A

Handler Z

...
Aôs addr:

Zôs addr:

GASNet [ 2]AM++[ 1]

[2] D. Bonachea, GASNet Specification, v1.1. Berkeley Technical Report. 2002.

[1] J. J. Willcock et al. AM++: A generalized active message framework. PACTô10.
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by thread B

Size (the number of vertices) must be 

appropriate to minimize overheads 

from both commits and rollbacks
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INCREMENTING VERTEX RANK
Used in 

PageRank

Atomics always

outperform HTM 

The reason: each transaction always modifies some 

memory cell, increasing the number of conflicts

// start handler
v.rank ++;
// finish handler
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overheads

Abort and 

rollback 

overheads

The sweetspot! 

(2 vertices)

Majority of 

aborts are due 

to HTM capacity 

overflows (small 

cache size & 

associativity)

Numbers: % of aborts 

due to HTM capacity 

overflows
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JNo, you donôt have to read it. All details 

are in the paper. Here: just a summary.
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HASWELL

Average overall speedup (geometric 

mean) over Graph500: 1.07, Galois: 1.40, 

HAMA ~1000

1.85x on average, up to 4.3x
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