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Example the
BronKerbosch

algorithm for
maximal
clique listing

algorithm BronKerbosch (R, P, X) is

if P and X are both empty then
report R as a maximal clique

choose a pivot vertex u in P U X

for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P N N(v), X N N(v))
P :=P \ {v}
X = X U {v}
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for each vertex v in P \ N(u) do

P :=P \ {v}
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Graph problem Corresponding algorithms E? P2 Whyincluded, what represents? (selected remarks)
o Maximal Clique Listing [87] Bron-Kerbosch [56] + optimizations (e.g. pivoting) [61, 91, 207] ©@ W Widely used, NP-complete, example of backtracking
A Edge-Parallel and Vertex-Parallel general algorithms [78], : ; :
o k-Clique Listing (78] difforent variants of Triangle Counting (164 193] @ W P (high-degree polynomial), example of backtracking
; “":f" o Dense Subgraph Discovery [5]  Listing k-clique-stars [117] and k-cores [94] (exact & approximate) (3@ @ Different relaxations of clique mining
atching o subgraph isomorphism [87] VF2 [75], TurbolSO [108], Glasgow [155], VF3 [58, 60], VF3-Light [59] o " Induced vs. non-induced, and backtracking vs. indexing schemes
o Frequent Subgraph Mining [5]  BFS and DFS ion strategies, different i hism kernels % Useful when one is interested in many different motifs
. Jaccard, Overlap, Adamic Adar, Resource Allocation, A building block of many more comples schemes,
® Vertex similarity [137] Common Neighbors, Preferential Attachment, Total Neighbors [179) & © % ifurent methods have difforent performance properties
Variants based te imilarit b 10, 142, 146, 202
o Link Prediction [202] e o s iy (see above) [10, 142,146, 202], 3@ W A very common problem in social network analysis
Graph a scheme for assessing link prediction accuracy [211]
Learning . i ing:
o Clustering [183] Jarvis Pgtr_lck clustering [119] based on different 00 W Avery common problem in generf\l data mining; the selectec}
vertex similarity measures (see above) [10, 142, 146, 202] scheme is an example of overlapping and single-level clustering
o Community detection Label Propagation and Louvain Method [195] W " Examples of convergence-based on non-overlapping clustering
Jones and Plassmann’s (JP) [123], Hasenplaugh et al’s (HS) [110], L
L N N . N B NP-complete; uses vertex prioritization (JP, HS),
Opti. *Minimum Graph oloring [165]  Johansson’s () [121] Barenboim’s (B) 17), Elkin et al’s ) 20} e letes 0, B), amd adapted distibuted schemes (E, SD)
ot sparse-dense decomposition (SD) [109]
mization
problems o Minimum Spanning Tree [76] Boruvka [53] ] "® P (low complexity problem)
© Minimum Cut [76] A recent augmentation of Karger-Stein Algorithm [125] ] " P (superlinear problem)
Vertex ® Degree reordering A straightforward integer parallel sort W O Asimple scheme that was shown to bring speedups
Ordering  Triangle count ranking Computing triangle counts per vertex @@ O Ranking vertices based on their clustering coefficient
© Degenerecy reordering Exact and approximate [94] [127] @@ O Often used to accelerate Bron-Kerbosch and others
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- Optim 1

Graph problems & algorithms.
- Pattern matching (e.g., clique

- Learning (€.g., link predictio

- Optimization (e.g., coloring, minimum ¢
- Reordering (e.g., degeneracy reorderir

presentations
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- Graph compression
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different variants of Triangle Counting [184, 193]
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Jaccard, Overlap, Adamic Adar, Resource Allocation,
Common Neighbors, Preferential Attachment, Total Neighbors [179]
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P (high-degree polynomial), example of backtracking
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Graph problem Corresponding algorithms Why included, what represents? (selected remarks)

Graph
Pattern
Matching

e Maximal Clique Listing [87]
e k-Clique Listing [78]
® Dense Subgraph Discovery [5]

e Subgraph isomorphism [87]
® Frequent Subgraph Mining [5]

Bron-Kerbosch [56] + optimizations (e.g., pivoting) [61, 91, 207]

Edge-Parallel and Vertex-Parallel general algorithms [78],
different variants of Triangle Counting [184, 193]

Listing k-clique-stars [117] and k-cores [94] (exact & approximate)
VF2 [75], TurbolSO [108], Glasgow [155], VF3 [58, 60], VF3-Light [59]
BFS and DFS exploration strategies, different isomorphism kernels

Widely used, NP-complete, example of backtracking

P (high-degree polynomial), example of backtracking

Different relaxations of clique mining
Induced vs. non-induced, and backtracking vs. indexing schemes
Useful when one is interested in many different motifs

Graph
Learning

e Vertex similarity [137]

e Link Prediction [202]

e Clustering [183]

e Community detection

Jaccard, Overlap, Adamic Adar, Resource Allocation,
Common Neighbors, Preferential Attachment, Total Neighbors [179]

Variants based on vertex similarity (see above) [10, 142, 146, 202],
a scheme for assessing link prediction accuracy [211]

Jarvis-Patrick clustering [119] based on different
vertex similarity measures (see above) [10, 142, 146, 202]

Label Propagation and Louvain Method [195]

4 444 4 43

‘
‘
‘

A building block of many more comples schemes,
different methods have different performance properties

A very common problem in social network analysis

A very common problem in general data mining; the selected
scheme is an example of overlapping and single-level clustering

Examples of convergence-based on non-overlapping clustering

Opti-
mization
problems

¢ Minimum Graph Coloring [168]

e Minimum Spanning Tree [76]
e Minimum Cut [76]

Jones and Plassmann’s (JP) [123], Hasenplaugh et al’s (HS) [110],
Johansson’s (]) [121], Barenboim’s (B) [17], Elkin et al’s (E) [90],
sparse-dense decomposition (SD) [109]

Boruvka [53]
A recent augmentation of Karger-Stein Algorithm [125]

NP-complete; uses vertex prioritization (JP, HS),
random palettes (J, B), and adapted distributed schemes (E, SD)

P (low complexity problem)
P (superlinear problem)

Vertex
Ordering

® Degree reordering
e Triangle count ranking
e Degenerecy reordering

A straightforward integer parallel sort
Computing triangle counts per vertex
Exact and approximate [94] [127]

ol &

oo 44 4

A simple scheme that was shown to bring speedups
Ranking vertices based on their clustering coefficient
Often used to accelerate Bron-Kerbosch and others
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Not enough for
graph mining!

Both have Yet,(L)has4.4M
similar (3 K=ol 4-cliques, andF)

& Livemocha(L) and (b) has9.6B4-cliques

' .:f§~vsocia| network




y ™.

%8 Flickr (F) photo
_*relation graph

| LivemochdL)
% *social network

XSparsitiesa) | X{ 1S4 Ay RSIHNI
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Not enough for
graph mining!

\\

X5 A F T SINSG20vSLE3 S E (&g,
#trianglesper vertex

Different
performance

Both have Yet,(L)has4.4M
similar (3 K=ol 4-cliques, andF)
and(b) has9.6B4-cliques

characteristicgor
mining problems

- LivemochdL)
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m = d; d, T % Why selected/special?
[so] (K) Orkut M 117TM 38.1 333k 333k 628M 2043 Common, relatively large
3007 ‘ [so] (K) Flickr 23M  22.8M 9.9 21k 263k 838M  363.7 Large T but low m/n.
wa| | [so] (K) Libimseti 221k 17.2M 78 333k 25k 69M 3128 Large m/n
g o ol kN E [so] (K) Youtube 3.2M 9.3M 29 917k 917k 12.2M 38 Verylowm/nand T
’;j g o0 % . -“?& f [so] (K) Flixster 25M  791M 3.1 1.4k 1.4k 7.89M 3.1 zfzr}:'llox:' n;{lnkanlt;l Tt'
b 100 1 = === || . imilar to Flickr, bu
‘ 93 t N —_— [so] (K) Livemocha 104k 2.19M 211 298k 298k  3.36M 323 ot fewer acliques (4.36M)
3 - — iq
o = . —_— [so] (N) Ep-trust 132k 841k 6 3.6k 36k  279M 212 Huge T-skew (T = 108k)
e D Degree [so] (N) FB comm. 3510k 15M 415 82k 82k 36.4M 1k  Large T-skew (T = 159k)
- e X [wb] (K) DBpedia 121IM  288M 237 963k 963k 11.68B 961.8 Rather low m/n but high T
[wb] (K) Wikipedia 182M  127TM 69 632k 632k 328M 18.0 Common, very sparse
[whb] (K) Baidu 2.14M 17M 79 979k 25k 25.2M 11.8  Very sparse
[wb] (N) WikiEdit 943k 57M 604 107k 107k  835M 89k Large T-skew (T = 15.7M)

Very large T and T /n
and T-skew (T = 5.8M)
Low d but large T;

[st] (N) Chebyshev4 68.1k 5.3M 778 681k 68.1k 445M 6.5k

[st] (N) Gearbox 154k 45M 292 98 98  141M 915 B
low T-skew (T = 1.7k)

[st] (N) Nemeth25 10k 751k 75.1 192 192 87M 9k  Huge T but low T=12k

[st] (N) F2 715k 2.6M 365 344 4 110M 15k Medium T-skew (T = 9.6k)

[se] (N) Gupta3 168k  47M 280 147k 147k 696M 415k  Huge T-skew (T = 1.5M)

[sc] (N) Idoor 952k  20.8M 21.5 76 76 567M 595  Very low T-skew {f = 1.1k)

[re] (N) MovieRec 70.2k 10M 1424 353k 353k 983M 14k Huge T and T = 4.9M

[re] (N) RecDate 169k 17.4M 1025 334k 334k 286M 1.7k Enormous T-skew (f = 1.6M)

[bi] (N) sc-ht (gene) 2.1k 63k 30 472 472 42M 2%k  Large T-skew (T = 27.7k)

[bi] (N) AntColony6 164 103k 628 157 157 1IM 66k  Very low T-skew (T = 9.7k)
BOth have [bi] (N) AntColonys 152 91k 598 150 150 897k 59k Very low T-skew (T = 8.8K)

[co] (N) Jester2 50.7k 1.7M 335 50.8k 50.8k 127M 25k  Enormous T-skew (T = 2.3M)

[co] (K) Flickr Similar to Livemocha, but
(photo relations) many more 4-cliques (9.58B)
[ec] (N) mbeacxc 492 495k 1005 679 679 oM 18.2k  Large T, low T =777k

[ec] (N) orani678 25k  89.9k 35.5 1.7k 1.7k 8.7M 34k Large T, low T = 80.8k

[ro] (D) USA roads 1.2 9 9 1.3M 0.1  Extremely low m/nand T

->

106k  2.31M 219 5.4k 5.4k 108M 1019

similar (9 B

LivemochgL) and (b)

“*-social network
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GraphMineSuitgfGMS)comes with..

o Benchmark specificatioprescribing

representativeproblems algorithms and
datasets

Graph problem Corresponding algorithms E? P2 Whyincluded, what represents? (selected remarks)
© Maximal Clique Listing [87] Bron-Kerbosch [56] + optimizations (e.g. pivoting) [61, 91, 207] ©@ W Widely used, NP-complete, example of backtracking
. Edge-Parallel and Vertex-Parallel general algorithms [78], : : )
Gragh o k-Clique Listing [78] difforent variants of Triangle Counting [184, 193] @ W P (high-degree polynomial), example of backtracking
Nf a":f" o Dense Subgraph Discovery [5]  Listing k-clique-stars [117] and k-cores [94] (exact & approximate) (3@ @ Different relaxations of clique mining
atching o §\bgraph isomorphism [87) VF2 [75], TurbolSO [108], Glasgow [155], VF3 [58, 60], VF3-Light [59] s " Induced vs. non-induced, and backtracking vs. indexing schemes
o Frequent Subgraph Mining [5]  BFS and DFS ion strategies, different i hism kernels w " Useful when one is interested in many different motifs
Jaccard, Overlap, Adamic Adar, Resource Allocation, @ v A buiding block of many more comples schemes,

Common Neighbors, Preferential Attachment, Total Neighbors [179] different methods have different performance properties

network analysis
Graph

Learning | data mining; the selected
g and single-level clustering

non-overlapping clustering

tion (JP, HS),

P - - L
Opti- H distributed schemes (E, SD)
ot I I n g aS e I e S
problems i I I l I l | I

o bring speedups

Vertex

Ordering stering coefficient

and datasets? 2=
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~ Howto effectively
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efficient baseline®

and still they - Pe
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@ ... Softwareplatform with reference
Implementationsbased orset algebraic

formulations for programmabilityand high
performance

Datasets.
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Reference implementations
Details: Section 5 n Seplesectt

@\

Benchmark specification

Used by

Implementations Bench king platform

secsons 345

- Simple to use

Features

clique listing) - Extensible 1
- Learning (e C ering) - Modular '
- Optimization (e 0 um cuts) - Public = b5
- Reordering (e.g9 2 4
- Parallelizatior
idea for modularity:
Datasets e wmws“smsm
- Sparse & dense, - many Features become "modules’
- High & low skew of degree distribution : ) that can be implemented in
- Many & few dense ( clique) subgraphs - Parallel, » Modular ways, and still they
- different origins (purct s, roads, ...) - Scalable, - Fast, =» can be X
]
|

Platform pipeline stages (toolchain execution)
with details on extensibility and modularity

spcl.inf.ethz.ch
y @spcl_eth

Traditional

- Run-time

Concurrency analysis

Aspects

- Performance (work, depth)
- Storage, = T

ﬂ : a dark background and a cube indicate that a particular part of the design ¢
can be substituted by the developer with their own implementation 1

Input
graph:
wowdoesoms € wosardesignot € wesdstnedienace € enabing running anerent %wu © ciens suucture of code facitating G ser based
litate classes & files associated (based on set algebra) of preprocessing routines & files associated manipulation parts various
"ﬁ:.g.v:n”'&".'éﬂ"" with graph representations m:mm with a single function call mgq:.uwm me-&- mu:m-

The user can experiment with algorithmic ideas (e.g., new algorithms or data structures), architectural ideas (e.g., using SIMD or instrinsics), and design ideas (e.g., using novel form of load balancing).

ETH:zurich
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Central concept for botprogrammabilityand high
performanceare set-algebraic formulations

Set
operations
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Programmableand High Performancésraph Mining: A Brief Summary

algorithm BronKerbosch (R, P, X) is

if P and X are both empty then
report R as a maximal clique

choose a pivot vertex u in P U X

for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P N N(v), X N N(v))
P := P \ {v}
X := X U {v}
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Keyideafor both: useset

algebrabuilding blocks

algorithm BronKerbosch (R, P, X) is

if P and X are both empty then
report R as a maximal clique

choose a pivot vertex u in P U X

for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P N N(v), X N N(v))
P := P \ {v}
X := X U {v}
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Programmableand High Performancésraph Mining: A Brief Summary

Keyideafor both: useset

algebrabuilding blocks

algorithm BronKerbosch (R, P, X) is

if P and X are both empty then
report R as a maximal clique

choose a pivot vertex u in P U X

for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P 1 N(v), X N N(v))
P := P \ {v;
X := X U {v}
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Programmableand High Performancésraph Mining: A Brief Summary

Keyideafor both: useset

algebrabuilding blocks

Prevalence of set
operationsin graph

algorithm BronKerbosch (R, P, X) is

if P and X are both empty then
report R as a maximal clique

choose a pivot vertex u in P U X

for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P 1 N(v), X N N(v))
P := P \ {v;
X := X U {v}

mining algorithms &
problems
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Programmableand High Performancésraph Mining: A Brief Summary

Keyideafor both: useset

algebrabuilding blocks

Prevalence of set
operationsin graph
mining algorithms &

problems

algorithm BronKerbosch (R, P, X) is
if P and X are both empty then
report R as a maximal clique
choose a pivot vertex u in P U X
for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P 1 N(v), X N N(v))
P := P \ {v;
X := X U {v}
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Programmableand High Performancésraph Mining: A Brief Summary

Keyideafor both: useset

algebrabuilding blocks Prevalerce of set

operationsin graph
mining algorithms &
problems

algorithm BronKerbosch (R, P, X) is
if P and X are both empty then
report R as a maximal clique
choose a pivot vertex u in P U X
for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P 1 N(v), X N N(v))
P := P \ {v;
X := X U {v}

Breaking down complex graph
mining algorithmsnto simple

building blocks which can be
separately optimized and codeg
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Keyideafor both: useset

Prevalence of set
operationsin graph
mining algorithms &

problems

algebrabuilding blocks

algorithm BronKerbosch (R, P, X) is
if P and X are both empty then
report R as a maximal clique
choose a pivot vertex u in P U X
for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P 1 N(v), X N N(v))
P\ {v}
X U {v}

Breaking down complex graph
mining algorithmsnto simple

building blocks which can be
separately optimized and codeg
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Keyideafor both: useset

Prevalence of set
operationsin graph
mining algorithms &

problems

algebrabuilding blocks

algorithm BronKerbosch (R, P, X) is
if P and X are both empty then
report R as a maximal clique
choose a pivot vertex u in P U X
for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P 1 N(v), X N N(v)) Para”ellsmacross

l; b {{\:}}} and withinset
operations

Breaking down complex graph
mining algorithmsnto simple

building blocks which can be
separately optimized and codeg
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Programmableand High Performancésraph Mining: A Brief Summary

Keyideafor both: useset

Prevalence of set
operationsin graph
mining algorithms &

problems

algebrabuilding blocks

algorithm BronKerbosch (R, P, X) is
if P and X are both empty then
report R as a maximal clique
choose a pivot vertex u in P U X
for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P 1 N(v), X N N(v)) Para”ellsmacross

l; b {{\;}} and withinset
operations

Breaking down complex graph

mining algorithmsnto simple Faclilitates

building blocks which can be prototyping and

separately optimized and codeg optimization
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Programmableand High Performancésraph Mining: A Brief Summary

Keyideafor both: useset

algebrabuilding blocks

Prevalence of set

: : operationsin graph
algorithm BronKerbosch (R, P, X) is - | ith 2
if P and X are both empty then mining agorlt ms

report R as a maximal clique problems
choose a pivot vertex u inilP U X
for each vertex v in P \ N(u) do

BronKerbosch (RTU™{V}, P N N(v), X N N(v)) Parallelismacross

and withinset
operations

Breaking down complex graph
Facilitates

mining algorithmsnto simple Variants of a

building blocks which can be set operation

separately optimized and codeg

prototyping and
optimization
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Keyideafor both: useset Variants of a set

algebrabuilding blocks representation

Prevalence of set

: : operationsin graph
algorithm BronKerbosch (R, P, X) is - | ith 2
if P and X are both empty then mining agorlt ms

report R as a maximal clique problems
choose a pivot vertex u inilP U X
for each vertex v in P \ N(u) do

BronKerbosch (RTU™{V}, P N N(v), X N N(v)) Parallelismacross

and withinset
operations

Breaking down complex graph
Facilitates

mining algorithmsnto simple Variants of a

building blocks which can be set operation
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Programmableand High Performancésraph Mining: A Brief Summary

Keyideafor both: useset Variants of a set

algebrabuilding blocks representation

Prevalence of set

: : operationsin graph
algorithm BronKerbosch (R, P, X) is - | ith 2
if P and X are both empty then mining agorlt ms

report R as a maximal clique problems
choose a pivot vertex u inilP U X
for each vertex v in P \ N(u) do

BronKerbosch (REUTEUY, (P AN, X NTN(L)) Sy Parallelismacross

and withinset
operations

Breaking down complex graph
Facilitates

mining algorithmsnto simple Variants of a

building blocks which can be set operation

separately optimized and codeg

prototyping and
optimization
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n = 16 (#vertices)
{0, ..., 15}

An example set:
{5,6,7,11,12}
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Example Advantages of Set Algebra Building Blocks

m Sparse Array (SA)

n =16 (#vertices)  Wibits]foran Size [bits]:
{0, veey 15} element (usually W x

_ a memory Word)\ #vertices
An example set:

{5,6,7,11,12y 5 6 7 11 12
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Example Advantages of Set Algebra Building Blocks

[ Input set Sparse Array (SA) Dense Bitvector (DB)
n =16 (#vertices) W [bits] foran Size [bits]: : .
{0, ..., 15} element (usually V& X ] Size [bits]: n

_ a memory word)\ #vertices
An example set:

{5,6,7,11,12} 5 6 7 1 12 100000...000ll000n
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Example Advantages of Set Algebra Building Blocks

[ Input set Sparse Array (SA) Dense Bitvector (DB)
n =16 (#vertices) W [bits] f Size [bits]: S
{0, ..., 15} elengeln?](uosruzrllgg |zev&x| sl Size [bits]: n
amemory word)\ - #vertices
An example set: 00000 000 000
{5,6,7,11,12y 5 6 7 11 12 1 Ein Bd n

Example GMSgraph representation

13 >o000000@iTHonTLLT
- 0011001001100011
- 000110f100100001
= 00000FTH000EL 000 |sinsBas

g g g :II; 15 \ usﬁtg@'ﬁ\s

-l
- The switching point

2 3 between usir?g SAs
'i’ 1 14 & DBs is determined

N Co O

by the user

s OGO On

Pointers from vertices
n to their neighborhoods
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Example Advantages of Set Algebra Building Blocks

[ Input set J
n = 16 (#vertices) W Ibits] f Si bits1: i .
{0, ..., 15} elengeln?](uosruzrll); Izev&): sl Size [bits]: n
a memory wor \ #vertices
An example set:

{5,6,7,11,12} 5 6 7 1 12 100000...000..000n
13 >o000000@fdT00TATH Sﬁﬁﬁ“—"ﬁ"ﬁi-
6 - 0011001001100 0LL LT T
8 = 0001101100100001 SA, SA (sizes vary a lot)

2 > 00000MTM000EMO00 usingBas N s
TIPS T T R NG LY E—
12 = 2 3 'ght?”switchir_lg psogmt EERNEENNEEER

0 = 1 14 e e S DB, DB

. by the user nllllllllllll

: NRENRRNNANEE

Pointers from vertices
n to their neighborhoods Other set operations

have similar variants
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Example Advantages of Set Algebra Building Blocks

[ Input set J
n = 16 (#vertices) W Ibits] f Si bits1: i .
{0, ..., 15} elengeln?](uosruzrlly; Izev&): sl Size [bits]: n
a memory wor \ #vertices
An example set: 00000 000 000
{5,6,7,11,12y 5 6 7 11 12 1 1o 11 n
13 >o000000@fdT00TATH Sﬁﬁﬁ'm-"aﬁsf‘i-
6 = 0011001001100011 B -
8 = 0001101100100001 t SA, SA (sizes vary a lot)
2 =~ 00000EIH000HE000 wsingles ~ NZZ===="
M1 - 2 3 15 I . Vari ¢
12 >[92 '3 The switching point ERENEREREEEE grlants of a set
0 - 1 14 &%BE??F; determined I intersection,
. y the user ..
- Pointers from vertices nll“““““ . optlmlz_ed for
n to their neighborhoods Other set operations different input set

have similar variants representaﬂOnS
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This may give us performance and generality, b
does look quite complex to manage...?
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Example Advantages of Set Algebra Building Blocks
dODOLGQa | ff | 0 2ddgéilswitiosétoeNttic@oinfulgdtiBnsH modukarityi

algorithm BronKerbosch (R, P, X) is

if P and X are both empty then
report R as a maximal clique

choose a pivot vertex u in P U X

for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P N N(v), X N N(v))
P := P\ {v}
X =X U {v}
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Example Advantages of Set Algebra Building Blocks
dODOLGQa | ff | 0 2ddgéilswitiosétoeNttic@oinfulgdtiBnsH modukarityi

algorithm BronKerbosch (R, P, X) is

if P and X are both empty then
report R as a maximal clique

choose a pivot vertex u in P U X

for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P N N(v), X M N(v))
P :=P \ {v}
X = X U {v}
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Example Advantages of Set Algebra Building Blocks
dODOLGQa | ff | 0 2ddgéilswitiosétoeNttic@oinfulgdtiBnsH modukarityi

algorithm BronKerbosch (R, P, X) is

if P and X are both empty then processing sets in GMS

report R as a maximal clique e z
choose a pivot vertex u in P U X SA, SA (similar sizes)
n-------

for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P N N(v), X N N(v)) I I -

P := P\ {v} SA, SA (sizes vary a lot)
X := X U {v} n-------
) [

SA, DB
N . .
HNEMONEANMED

DB, DB

-
SNENENNNREER

Other set operations
have similar variants
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Example Advantages of Set Algebra Building Blocks
dODOLGQa | ff | 0 2ddgéilswitiosétoeNttic@oinfulgdtiBnsH modukarityi

algorithm BronKerbosch (R, P, X) is

if P and X are both empty then processing sets in GMS

report R as a maximal clique e z
choose a pivot vertex u in P U X SA, SA (similar sizes)
n-------

for each vertex v in P \ N(u) do
BronKerbosch (R U {v}, P N N(v), X N N(v)) I I -

P := P\ {v} SA, SA (sizes vary a lot)
X = X U {v} n-------
) [

SA, DB
I -
HNEMONEANMED

A set-centricformulation of gt
set-centricformulation o (EEEEERR NN
agraphminingalgorithm EEENNNENNEER

remains Si mple Other set operations
have similar variants
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Work

Depth

Chiba and Nishizeki [69] e} (ndd“)
Chrobak and Eppstein [72] (0] (ndzzd )
Eppstein et al. [92] 0 (dm 3%)
Das et al. [79] (0] (3%
(2+e)d
This Paper (@] (dm 373

Chiba and Nishizeki [69] O (dzn(n - d)3d/3) (0] (dzn(n - d)3d"3).

) O (log® n +dlogn).

(o] (ndd“).
0 (ndzzd).
o (dm 3 { )

O (dlogn).
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Node Parallel [78]

Edge Parallel [78]

with ADG (§ 6.3)

(Section 6) Eppstein et al. [91] Das et al. [79]

P Algorithm AL (sorted) AM EL (unsorted) EL (sorted)
e+ 9
Tested case *
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@ 1e+01 :B% Foggggm :ng ‘1”1] Rank Merge (TC) O(n+nA+m3/2) 0(n+nA+m3/z) O(n+nA+m3/2) O(n+nA+m3/2)
beri
E gr:l-:g?- scale BFS, top-down O(n+m) O(n+m) O(nlogm + m) O(nm+n+m)
E 1e-01 PageRank, pushing O(.‘n+m3/2 log A) O(n+m3/2) O(n+m3/Z(A +logm)) O(n+m5/2)
g < D-Stepping (SSSP) O(n+m+% +nD+mD) O(nz+% +nnD+mD) O(nm+ %+nD(logm+A)+mD) O(nm+m+ 5 +an+mD)
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ra S wil T T T T
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]
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P Algorithm AL (sorted) AM EL (unsorted) EL (sorted)
e+03
Tested case *
Work Depth = mlﬂlﬂ§—%lm§ i / Node Iterator (TC) O(n +m’/% log A) O(n + m3/2) O(n +m¥2(A +log m)) O(n + m5/2)
— + preprocessing_time 10 n_ 12 rren Al A 3/2\ Al A 3/2) Al A 3/2\ Al A 3/2\
Chiba 4
Reference Focus on Pattern Matchin Learnin
Chib / & & Opt Vr Remarks
ad Infrastructure what problems?
mC? kC? dS? sI? fS? vS8? IP? cI? cD?
Chrobal . .
[B] Cyclone [201] Graph database queries X X X %X X X X X X ®E* @ "Onlyshortest paths. " Only degree centrality.
Eppstei ] . . . e “Support for degeneracy, but no explicit rank derivation.
[B] GBBS [84] + Ligra [192] More than 10 “low-complexity” algorithms X X X X X x x =N @E * L
Das et 4 GBBS offers a large number of optimization problems
[B] GraphBIG [165] Mostly vertex-centric schemes X E'x X X X X X X E®E *Only k=3 "0nly shortest paths and one coloring scheme.
This Py [B] GAPBS [20] Seven “low-complexity” algorithms X E'Xx X X X X X X BE*X  “Only k =3 "Only shortest paths. —
[B] LDBC [51] Graph database queries X X X X X X X Ex ®E™ X “Onlyone clustering coefficient. ** Only shortest paths.
[B] WGB [12] Mostly online queries X X X XN X X X Ex EXR *Only one clustering scheme. **Only shortest paths.
[B] PBBS [44] General parallel problems X X X %X X X xXx B x @ X Only graph optimization problems are considered
[B] Graph500 [162] Graph traversals X X X X X X %X X X @3 X  “Support for shortest paths only.
[B] HPCS [15] Two “low-complexity” algorithms X X X X X X X X X x *Just one clustering scheme is considered
[B] Han at al. [106] Evaluation of various graph processing systems X X X X X X X X x ) X *Support for Shortest Paths and Minimum ST
[B] CRONO [6] Focus on futuristic multicores X X X X X X X x @ ®ED ®ED “Onlyshortest paths. **Only triangle counting.
[B] GARDENIA [218] Focus on future accelerators X X X X X X X X X [@E B "Onlyshortest paths. ** Triangle counting and vertex coloring. - |
. . . . . * *No good performance bounds (focus on expressiveness),
[F] A framework, e.g., Peregrine [118] or Fractal [86] (more at the end of Section 1) ED* ED* ED* ED @D X X X X X x .. e L .
not competitive to specific parallel mining algorithms
[B] GMS [This paper] General graph mining () () (W) (=) (@) =) (@ Details in Table 4 and Section 4 -
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