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Fail-in-Place Network Design
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HPC Systems / Networks

Massive networks
needed to connect
compute nodes of

supercomputers!

2004: BG/L (LLNL)
16,384 Nodes

3D-Torus Network

1993: NWT (NAL)
140 Nodes
Crossbar Network

2013: Tianhe-2 (NUDT)
16,000 Nodes
Fat-Tree

2011: K (RIKEN)
82,944 Nodes
6D Tofu Network

[sN=fole] [sNef=ls] N=EeE=] (SR-RCRE
3 (Egegege] [sg=geys]

Fig. 6 TOFU Routing Algorithms
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Routing in HPC Networks

Sivmitlcarities to car th
Key requirements: low latency,

high throughput, low congestion,
fault-tolerant, deadlock-free

Static (or adaptive)

Highly depended
on network topology
and technology
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Categories of Routing Algorithms

Topology-aware Topology-agnostic

J Highest throughput J Can be applied to every
J Fast calculation of connected network
routing tables J Fully fault-tolerant

J Deadlock-avoidance L Throughput depends
based on topology on algorithm/topology
Characteristics L Slow calculation of

L Degi_gned only for routing tables

specific type of L Complex deadlock-
topology avoidance (CDG/VLs or
L Limited fault-tolerance prohibited turns)

[Flich, 2011]
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Empirical Data on Network Failures

A LANL Cluster 2 (97'|' 05) TABLE 1. COMPARISON OF NETWORK-RELATED HARDWARE AND
A Unknown size/confi g. SOFTWARE FAILURES, MTBF/MTTR, AND ANNUAL FAILURE RATES

A Deimos (O7| 12) Fault Type Deimos” LANL Cluster 2 TSUBAME2.5
A 728 nOd es; 108 IB Sa— Perceng:/sa:es of network—relatedllelures

sSsWi tches : é Hardware 46% 99%
) Unspecified 46%
A TSUBAME2.0/2.5 (10| ’?) Percentages for hardware only
B NIC/HCA 59% 78% 1%
A 1,555 nodes (1,408 Link 27% 7% 93%
] Switch 14% 15% 6%
com pUte nOd eS), Mean time between failure / mean time to repair
= i X'/ 10min 10.2d / 36 min X/ 5-72h
? 500 I B S Wi Li X /2448h  97.2d/ 57.6min X /5-72h
a’7, 000 Ii1nk i X /24-48h  41.8d/772min X/ 5-72h

Annual failure rate

> 1%
0.9%*
1%

Software more reliable 1% X
. i 0.2%
High MTTR Switch 1.5%

al% annual f

ailure data is not publicly available
) ] ) "Not enough data for accurate calculation
Rep air/maintenance is *Excludes first month, i.e., failures sorted out during acceptance testing

expensive!

Dy B B >



. oy, PG - spcl.inf.ethz.ch
ETH:zurich D e X S /&&J W @spcl_eth

2

Fail-in-Place Primer

Common in storage systems

Example: IBM& Flipstone [Banikazemi, 2008]
A uses RAID arrays; software disables failed HDD, migrates data

A Replace only critical failures, and disable non-critical failed
components

A Usually applied when maintenance costs exceed maintenance
benefits

A
A

Can we do the same in HPC networks?
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Network Failure Metrics

A Extensively studied in literature, but ignores routing
A E.g., (bisection) bandwidth, latency, diameter, degree
NP-complete for arbitrary/faulty networks
A Topology resilience alone is not sufficient

A Network connectivity does not ensure routing connectivity
(especially for topology-aware algorithms)

L We need different metrics for practical
fail-in-place networks!
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(1) Disconnected Paths Metric

A Important for availability estimation and

thomeout confiiguration for MF
A Rerouting can take minutes [Domke, 2011]

vd

A For small error counts It can be extrapolated by
E(L={e1,...,en}) = Zﬂe

error count

eck
. . 10-ary 3-tree with 1,024 HCAs and 2,000 links
I.e., multiples of the 100 S
. xtrapolations

avg. edge forwarding Eﬁfﬁi‘; * o

index " E b UP/Di___f___ﬂ_f_f-- = T
A 100 random fault C 3 _ ]

p atter ns -I:O r eac h g [ R I ___/_’_H___w—-—_fﬂ_'—” N N RS O

s el
0.1 —_—

1 2 3 4 5 6 7 8 9 10
Number of failures (switch or link)
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(2) Throughput Degradation Metric

A Fault-dependent degradation Intercept
measurement for fixed traffic patterns | SIBpe
A Multiple random faulty networks \l

per failure percentage (seeded)

A Linear regression to gather
intercept, slope, R?coeff. of
determination

A Good routing: high intercept,
slope closeto 0, R°closeto 1

A Possible conclusions
A Compare quality of routing algorithms 012345678
A Change routing if two lin. regressions intersect ~ Link Failures [in %]

Throughput [in Tbyte/s]
(Y]
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IB Flit-level Simulation

A OMNet++4.2.2
A Discrete event simulation environment
A Widely used in academia and open-source

A IBmodel for OMNet++ [Gran, 2011]
A InfiniBand model developed by Mellanox, improved by Simula

A 4X QDR IB (32Gb/s peak); 7m copper cables (43ns propagation delay);
36-port switches (cut-through switching); max. 8 VLs; 2,048 byte MTU, flit
= 64 byte

A Transport: unreliable connection (UC) C no ACK msg

A Tuned all simulation parameters with a real testbed with 1 switch and 18
HCAs
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Traffic Injection

A Uniform random injection
A Infinite traffic generation (message size: 1 MTU)
A Show the max. network throughput (measure at sinks)
A Seeded Mersenne twister for randomness/repeatability

A Exchange pattern of varying shift distances
A Finite traffic (message size: 1 or 10 MTU)

A Determine distances between all HCAs

A Send first to closest neighbors (w/ shift s=+ 1)

A In-/decrements the shift distance up to + [#HCA
2

#HCA X (#HCA — 1) X message size

runtime of exchange pattern

throughput :=
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Enhancement #1 (Steady State Detection)

A Default OMNet++ behaviour
A Runs for configured time or until termination by user
A Flow control packets in IBmodel C no termination

A Steady state simulation (for uniform random)

A Stop simulation if sink bandwidth is within a 99% confidence interval for at
least 99% of the HCAsS

Sinks monitor Report if steady state reached

avg. incoming
bandwidth
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Enhancement #2 (Message Counting)

A Send/receive controller (for exchange traffic)
A Steady state controller not applicable

Ve

A Generator/sink modules (of HCAS) report to global send/receive controller
A Controller stops simulation after last message arrived

Report message
creation/destination eport after last flit of
Report after last one message arrived

message was created

Send message



