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Microsoft to Drive RDMA Into Datacenters and

InfiniBand Trade Association Launches the RoCE
. Initiative to Advance RDMA over Converged

T ROoCE  Ethernet Solutions

RoCE delivers significant performance and efficiency gains to cloud,

storage, virtualization and hyper-converged infrastructures
businessinsider.com

Movember 18, 2013 by Timothy Prickett Morgan

RDMA over Ethernet - the
Rocky road to convergence

17 Novem ber 2015 | By Brandon Hoff
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95 / top-100 systems use RDMA

June 2017

>285 / top500 systems use RDMA
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Data Processing in modern RDMA networks
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Data Processing in modern RDMA networks
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Data Processing in modern RDMA networks

Local Node

Core i7 Haswell

Mellanox ConneciX5:1 msgbns
Tomorrow (400G)1 msg'l.2ns

RDMA NIC

PClebus )48
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The future of HighPerformance Networking Interfaces
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The future of HighPerformance Networking Interfaces SPIN

Streaming Processing
In the Network

Scalable Coherent Interface Myrinet GM+MX  Virtual Interface Architecture OFED libfabric
Ethernet+TCHP Fast Messages QuadricQsNet Cray Gemini IB Verbs Portals 4
Gy
gh V)7 A= ~4 Quadrics
@ gy FABRICS
- ALLIANTCE
1990 2000 2010
sockets (active) message based  protocol offload remote direct memory acce A) fully
programmable
coherent memory access OS bypass Zero copy triggered operations NIC acceleration
Established Principles for Compute Acceleration ® June 2017
500
Specialization Programmability Libraries .“5;9 —
L . @ QpenMP 95 / top-100 systems use RDMA
Easeof-use Portability Efficiency T 40
OpenCL >285 / top500 systems use RDMA
S —.——— 8
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RDMA vssPINIn action: Simple Ping Pong
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RDMA vssPINIin action: Streaming Ping Pong

Initiator

13



v e on ETHziirich

SPIN¢ Programming Interface

Header handler

__handler int pp_header_handler (const ptl_header_t h, void *state) {
pingpong_info_t *i = state;
i ->source = h.source_id
. return PROCESS_DATA,; // execute payload handler to put from device
Incoming message }
| -
Tail Q
)
@)
Payload = Payload handler
(CJ'J) __handler int pp_payload_handler (const ptl_payload_t p, void *state){
Header - pingpong_info_t *j = state;
Q PtIHandlerPutFromDevice (p.base , p.ength 1,0, i - >source , 10, 0, NULL, 0);
- return  SUCCESS;
Q }
©
ol

Completion handler

__handler int pp_completion_handler (int dropped_bytes

bool flow_control_triggered , void “*state) {
return  SUCCESS;

connect (peer, [/ * ¢p Meader h&ndler ,& pp_payload handler ,& pp_completion_handler );
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SPIN¢ Programming Interface

& Header handler

__handler int pp_header_handler (const ptl_header_t h, void *state) {
pingpong_info_t *i =state;
i ->source = h.source_id ;
. return PROCESS_DATA,; // execute payload handler to put from device
Incoming message }
| -
Tail Q
)
D
Payload
y S N\ Payload handler
N N __handler int pp_payload_handler (const ptl_payload_t p, void *state){
Header - pingpong_info_t *i =state;
Q - PtIHandlerPutFromDevice (p.base , p.ength 1,0, i - >source , 10, 0, NULL, 0);
% N return  SUCCESS;
)
ol

. Completion handler

__handler int pp_completion_handler (int dropped_bytes
bool flow_control_triggered , void “*state) {
return  SUCCESS;

connect (peer, [/ * ¢p Meader h&ndler ,& pp_payload handler ,& pp_completion_handler );
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PossiblesPINImplementations
A sPINis a programming abstraction, similar to CUDA or OpenCL combined with OFED or Portalf@

4
A It enables a large variety of NIC implementations! v
A For example, massively multithreaded HPUs

Including wargike scheduling strategies at 400G, process more than

A Main goal:sPINmust not obstruct linerate 833 million messages/s
A Programmer must limit processing time per packet
[AGGESQa [l oY pnn AyaldNHzOG X 25kBmdndsriN) K ¥y Rt SNE Bflp DI
A Relies on fast shared memory (processing in packet buffers) .
Scratchpad or registers Mellanox Microsoft
A Quick (singleycle) handler invocation on packet arrival " innova Flex. Niizialfgg A)

Preinitialized memory & context (KintexFPGA)

A Can be implemented in most RDMA NICs with a firmware update

A Or in software in programmable (Smart) NICs "
BROADCOM.
=N SN

BCM58800 SoC
(Full Linux)
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Simulating asPINNIC¢ Ping Pong

A LogGOPSim2 [1]: combineLogGOPSirtpacketlevel network)
with gem5 (cycle accurate CPU simulation)

0.80 | g—g—0—0—0—0—9 |

0.75 - o
0.70 - | 35% lower latency

065 g

23 24 25 26 27 28 9 2‘IIDI

oo
|

A Network (LogGOPSijn

A Supports Portals 4 and MPI

A Parametrized for future InfiniBand
0=65ns (measured)
g=6.7ns (150 MM/s)
G=2.5ps (40Gik's)
Switch L=50ns (measured)
Wire L=33.4ns (10m cable)

N
32% higher B

Handlers cost:;
18 instructions + 1 Put

N
|

A NIC HPU

A 2.5 GHz ARM Cortex A15 000
ARMVBA 32 bit ISA
Singlecycle access SRAM (no DRAM)
Header matching m=30ns, per packet 2ns
In parallel with g!

Half Round Trip Time (us)

> > >
|

| I I I I
2 4 6 8 10 12 14 16 18
2 2 2 2 2 2 2 2 2
[1] S. DGirolamq K.TaranoyT. Schneider, Btalder T.Hoefle; LogGOPSim+gem5: Simulating Network Number of Transferred Bytes
Offload Engines Over Pack&witched Network® t NBaSyG4SR i 9El atLQmT
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Network Group
Communication

Use Case 1: Broadcast acceleration »\.)0

8 1 Message size: 8 Bytes

Latency (us)

4 16 64 256 1024
Number of Processes

Liu, J., et al., High performance RDNEBSsed MPI implementation ovénfiniBand International Journal of Parallel Programmi2@04 9
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Network Group
Communication

Use Case 1: Broadcast acceleration »\.)o

8 1 Message size: 8 Bytes

6 _
)
2
> N |
o Offloaded collectives
(b} 47 (e.g., Connect®, Portals 4
[
©
_
2 _|

4 16 64 256 1024
Number of Processes

Underwood, K.D., et al., Enabling flexible collective communication offload with triggered operations.L Q M m

Liu, J., et al., High performance RDNEBSsed MPI implementation ovénfiniBand International Journal of Parallel Programmi2@04 20
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Use Case 1: Broadcast acceleration

Communicat

Network Group

ion

Message size: 8 Bytes

AN
Offloaded collective
(e.g., Connect®, Portals 4

N
SPIN

Handlers cost:
24 instructions + Log P Pu

S

ts

16 64 256
Number of Processes

1024

Underwood, K.D., et al., Enabling flexible collective communication offload with triggered operations.L Q M m
Liu, J., et al., High performance RDNEBSsed MPI implementation ovénfiniBand International Journal of Parallel Programmi2@04
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Use Case 2: RAID acceleration @é@ Distributed Data

Management
Server Nodz ‘ Parity Nod

w
N
!

—_
(0]
|

Completion Time (us)

02 ot o6 o8 ol0 512 it 16 18
Number of Transferred Bytes

Shankar D. et al., Higlerformance and Resilient keyl £ dz§ { 62NB 6AGK hyfAyS 9N} adaNB /2RAy3 F2NJ . A3 5101 22NJ 2
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Use Case 2: RAID acceleration @‘é@ Managament

Server Node Parity Nod =
‘ ,‘ 3.0 7 o0
- 2.8 | 20% lower latency 2
— 32 N 26 ] =2
3 2.4 - ;:;
(1) O
£ 16- 4
'E Handlers cost:
._g Server: 58 instructions + 1 Put
© 8- Parity: 46 instructions + 1 Put
o
&
o
@)
4 _

N
SPIN

22 2|4 2|6 2|8 2]10 2112 2|‘I4 2|16 2118
Number of Transferred Bytes

Shankar D. et al., Higherformance and ResilientKeyl f dzS { i2NB 6AGK hyfAyS 9N} &adz2NB /2RAYy3I F2NJ . A3 51GF 22N 2
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Use Case 3: MPI Datatypes acceleration

( )

Input buffer Destination memory

\.

Gropp W., et al., March. Improving the performance of MPI derived datatypdsL 5/ Qb

Data Layout
Transformation

2048 -

1024 -

(&)

—

Mo
I

Completion Time (us)
N
&

128 -

4 MiB transfer with varyinglocksize
stride = 2 »blocksize

11.44GiBs

26 28 210

2|12 2|14 216 218
Block/Stride Size

24
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Use Case 3: MPI Datatypes acceleration

'ﬁ 3

SPIN

( )

Input buffer Destination memory

\.

Gropp W., et al., March. Improving the performance of MPI derived datatypdsL 5/ Qb

Data Layout
Transformation

2048 -

1024 -

(&)

—

Mo
I

Completion Time (us)
N
&

128 -

4 MiB transfer with varyinglocksize
stride = 2 »blocksize

11.44GiBs

Handlers cost:
54 instructions

OJ

3.8x speeduy
—sPIN

43.6GiBs

28 2|10 2|12 2|14
Block/Stride Size
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Further results and useases

EETESE e TT

Use Case 4: MPI| Rendezvous Protocol
i)

program p  msgs ovhd ¥ovhd red
MILC 64 57M 55% 1.9% 65%
POP 64 772M 3.1% 2.4% 22%
coMD 72 53M 6.1% 2.4% 60%
coMD 360 28.1M 6.5% 2.8% 58%
Cloverleaf72 2.7M 5.2% 2.4% 53%
Cloverleaf360 15.3M 5.6% 3.2% 42%

ETHzirich

- o =

Use Case 5: Distributed KV Store

Kalig A., et al., Using RDMA efficiently for kefue services. In

£

41% lower latency

ACM SIGCOMM Computer Communication Review, 2014

Use Case 6: Conditional Read

Discarded data: 80%

4 -
[oR
3 60%
(]
82 40%
@ 20%

4KiB 512KiB  64MiB
Data Size

32B

Barthels C., et al., Designing Databases for Future-High
Performance NetworksEEE Data Eng. Bulletin, 2017

Use Case 7: Distributed Transactions

g™
£ D

5 NJ 3 2 & 8t@lANo compromises: distributed transactiong

GAUK O2yaraidSyoes | @ Afl oAt

A

Use Case 8: FT Broadcast

BosilcaG., et al., Failure Detection and Propagation in

't/ &eaidSvyao {/ Qmc

- o = ETHziirich

Use Case 9: Distributed Consensus

>

™ ™

Istvan Z., et al., Consensus in a Box: Inexpensive Coordinat

on in

| FNRgFNB® b{5LQmc




v e on ETHziirich

Further results and useases

The Next 70GPINuse-cases
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sPIN NIC - Abstract Machine Model sPIN — Programming Interface

N
upload
l handlers
| manage
memory

er{esnst ptl_headse_t h, weid +etate) |

CPU

/ exscuts paylead handler to put fzcm device

arrlvlng g
packets

I Completion handler

__handinr dat ampletian_handier [Aat dreg

A _byt
bool flou_untecl_teiggered, veid vatste] [

return 3

connect (peer, /¢ .. */, &pp_header_handler, &pp_payload_handler, &pp_complstion_handler);

beyond RDMA

hanced callectoc
g, Portsis )

Lamncy {ue)

D [ S

Possible sPIN implementations

Handlers cost:
28 instructions + Log P Puts

SZiss o= |  SP N@
S F D uen Y ‘
; -
| v

= sPIN is a programming abstraction, similar to CUDA or OpenCL combined with OFED or Portals 4

gt D g T I * it enables a large variety of NIC implementations! M

Number of Processes

= For example, massively multithreaded HPUs

Including warp-like scheduling strategies at 400G, process more than
i 5 *= Main goal: sPIN must not obstruct line-rate 833 million messages/s
Use Case 2; RAID B2 Use Case 3; MPI Datatypes ﬂ ﬂl - ngr/ammer must limit ?mcessmg time per packet )
Seruer Node fty Node anep s oo Little’s Law: 500 instructions per handler, 2.5 GHz, IPC=1, 1 Tb/s = 25 kiB memory ..
> '! R ! ] 'iw'lnw:m'"m: H ’ Jre— ! i - Libocksize ® Relies on fast shared memory (processing in packet buffers)
e PRE é- teae Scratchpad or registers Mellanox Microsoft
- \7;‘;:,1 g“;, rEEE AL § é *® Quick (single-cycle) handler invocation on packet arrival "innove Flex NS:‘;‘;I‘;A]
[ - Handlerscost: £ s g Pre-initialized memory & context (Kintex FPGA)
§  Server:S8instructions = 1Put s is
- ;i g Pariy: 46 inscrucsions + 1 Put ' FITTST g ’! 3 = Can be implemented in most RDMA NICs with a firmware update
S e
1" £ § Mansiiars chet = Orin software in programmable (Smart) NICs
S . — S instructions . . . . BROADCOM.
ettty o = Two maodes: and discrete =N
== BCMSES00 SoC
e ok = |ntegrated on the same SoC (e.g., through CC mechanism) (Ful Linux)
" ¢ ﬁ;m;;nﬁ"ﬁj:gé;aj;yﬂ; 2« A z;m 2"‘;":“5‘. A = Discrete is connected via bus interface (e.g., PCle)
ciiStride Size

Full specificationhattps://arxiv.org/abs/1709.05483 Try it out: https://spcl.inf.ethz.ch/Research/Parallel_Programming/sP
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